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Abstract—We propose a multigrid level-set segmentation algorithm for the segmentation of 3D high-frequency ultrasound
images. Target applications include the quantitative analysis of
lesions or normal structures within cutaneous and superficial subcutaneous tissues. The method is based on an a non-parametric
region-based cost function, the Hellinger distance, which is related
to the Bhattacharyya coefficient. The choice of this as a cost
function allows the discrimination of different tissues using the
statistics of the signal. Unlike other methods, it is also applicable
when tissues are heterogenous. Moreover, the choice of a nonparametric method lends itself to a multigrid approach, which
allows significant gains of speed, a critical property for 3D images.
We show examples of segmentation of tumors and dermis in both
realistic simulated images and clinical images from the Dermcup
25MHz skin probe (Atys Medical).

I.

I NTRODUCTION

High frequency ultrasound (above 15MHz) is a promising
tool for diagnosis and surgery of skin tumors, for testing procedures in the cosmetic industry and for small animal imaging. In
all these applications, there is a need for segmentation tools to
measure the volumes and sizes of the relevant tissues: tumors,
dermis, lesions or organs.
The segmentation of 3D ultrasound images poses a number
of specific challenges, in particular those due to the speckle
noise, and the fact that the intensity - the local echogenicity is often an insufficient criterion to distinguish different tissues.
As a consequence, dedicated segmentation algorithms for very
specific problems have been developed for the heart [1],
prostate, arteries [2]. These algorithms take into account all
possible prior information on the shape and size of the areas,
use continuity in time if it applies, or machine learning
methods based on huge databases [2].
Many successful approaches rely on the link between local
scatterers properties and the statistics of the final ultrasound
image envelope. In particular, the distribution of intensity
is known to follow a Rayleigh [3], Rician distribution, Kdistributions, Nakagami [3], [4], depending on microscopic
scatterers properties. Such distributions have proven to be quite
relevant for homogeneous tissues [5], [6], and applied to the
skin [7], although it is well-known that the assumption of a
homogeneous distribution is seldom verified in actual data.
Our approach addresses the main question of how to use the
statistics of the signal without making any assumption of homo-

Fig. 1. Ultrasound image of skin tissues. Lower panel: Distribution P (E) of
the envelope signal E(x) in the three regions of interest (a,b,c). The first two
regions belong to the dermis and are correctly fitted by a Rayleigh distributions
(dashed lines: least square fit). The subcutaneous tissue (c) is heterogenous
and does not follow a Rayleigh distribution.

geneity, or any assumption on the exact shape of distributions
in an efficient process. We propose a level-set segmentation
method [8], [9] based on a non-parametric measure of distance
between intensity distributions, the Hellinger distance. We supplement our scheme with a multigrid approach [10], [11], [12]
for an increased speed compared with a fine-grained approach.
For clinical applications it is important that the segmentation
algorithm runs effectively using the limited resources of a
personal computer.
II.

M ULTIGRID LEVEL - SET METHOD

A. Context of the problem
The ultrasound images are conventionally obtained from
the raw radio-frequency signal S(t) by envelope detection,
E(t) = |S(t) + jH[S](t)|, where H is the Hilbert transform,
which is then used to reconstruct an envelope image E(x).
The ultrasound images are noisy, but efficient segmentation
of ultrasound images can be designed relying on the local

distribution of the envelope signal. Bayesian frameworks rely
on the assumption that the tissues inside and outside of a region
of interest both follow a particular distribution, typically a
Rayleigh distribution, with distinct parameters [5], [6]. This
approach is however limited and the tissues can display a
broader variety of distributions [3], [4], leading to more and
more complex algorithms. Besides, the tissues encountered in
the skin can be very heterogenous, see Fig. 1. This makes the
use of parametric approaches costly or ill-founded.
To overcome this problem, we propose the use of a criterion
that tends to divide the volume into two maximally distinct
regions, without making any hypothesis on the distribution
itself, i.e. in a non-parametric way.
B. Hellinger distance between distributions
In the following I(x) denotes the normalized logcompressed envelope E(x) of the ultrasound image, which
is the standard quantity used in the display of ultrasound
images. During the segmentation process, the image volume is
divided into the region of interest ΩA and the background ΩB
with intensity distribution PA (I), PB (I). The Bhattacharyya
coefficient Bc and the Hellinger distance are defined as:
q

 Z
Bc P̂A (I), P̂B (I) = d I P̂A (I)P̂B (I) (1)
 r



H P̂A (I), P̂B (I) =

1 − Bc P̂A (I), P̂B (I)

(2)

Bc can be interpreted as a measure of the overlap between
distributions, and H is a distance between distributions, satisfying the axioms of a metric (non-negative, symmetry, triangle
inequality). A segmentation method which maximizes the
Bhattacharyya coefficient was proposed in [13]. We choose
instead to use the Hellinger distance because it is a distance
in the mathematical sense. The Hellinger distance has for
example been used for tracking [14].
The distribution PA (I) in region ΩA is estimated from the
discrete set of voxel intensities {I(x), x ∈ ΩA } using a Parzen
estimate [13]:
R
P̂A (I) = ΩA dx Kσ (I(x) − I)/|ΩA |
(3)
where |ΩA | is the volume of ΩA , the Kernel Kσ is a normal
distribution of width σ = σI /N 1/5 with σI the variance of the
intensity over the whole volume and N = (|ΩA | + |ΩB |)/2.
For the sake of numerical efficiency P̂B (I) is estimated in the
same way for region ΩB with the same kernel Kσ and σ is
kept constant during the segmentation process.
C. Level-set framework and cost function
The level-set framework is a type of active contour
method [8] where the region ΩA is delimited by the zeros
of a level-set function φ(x), such that ΩA = {x|φ(x) < 0}
and ΩB = {x|φ(x) ≥ 0}.
The active contour evolution is generally formalized as a
gradient descent to find an optimum of some cost function or
energy function of interest. We take a cost function with a
data term proportional to minus the Hellinger distance, hence
minimizing it maximizes the distance between distributions,

Fig. 2. Successive refinements of the segmented volume ΩA as a function
of the scale m = 3, 2, 1, volume and slice.

with coefficient β. It also contains a regularization term with
coefficient α:
Z
E[φ] = α
dx δφ(x)k∇φk
(4)
V

− βH P̂A (I), P̂B (I)
(5)
This functional is not convex, precluding the use of algorithms
relying on this property. The minimum of this functional is
found using a gradient descent ∂t φ(x) = −δE[φ]/δφx , which
we compute in the section II-E.
D. Multigrid framework
In order to speed-up convergence, we propose a multigrid
scheme where the original voxels of the image are grouped in
cells of size (2m × 2m × 2m ) where m = 1, 2, . . . , M denotes
the different scales1 , as has been proposed for example in [10].
The segmentation is processed from the largest scale down
to the finest, the coarser scales only providing a good guess
for initial conditions at finer scales, unlike more complex
schemes [11], [12]. The first contour is initialized by the user
on the coarsest scale. The pseudo-code for the segmentation
is shown in Fig. 3.
Multigrid level-set
Initialize φ(M ) (x) at coarsest scale
for m = M . . . 1 do
(m)
(m)
Evolve ∂t φ(x) = −δφ(x) V(x) at scale m until convergence
(m−1)
(m)
4:
Set φ(x) (t = 0) = Interp(φ(x) ) via interpolation
5: end for
1:
2:
3:

Fig. 3.

Pseudo-code sequence of multigrid segmentation.

E. Derivation of the gradient descent
Let us now derive the equations of evolution at a scale
m in the same way as [13]. Let x be a cell at scale m and
1 Notice the algorithm is valid for any sequence of cell sizes such as for
example (1 × 1 × 1), (3 × 9 × 9), (5 × 13 × 13) provided one includes the
anisotropy in the smoothness term.

(m)

define P̂x (I) as the Parzen estimate of the distribution on
the volume Ωx = {x ∈ x}. The evolution at scale m is given
by δE/δφx = δ(φ(x))V (x) with an effective potential V (x).
For the derivation
we assume that the mean curvature κ(x) =

∇φ
div k∇φk
and φ(x) are weakly varying in the whole cell x,
in this case:
X
δE/δφx =
δE/δφx = δ(φ(x))V (x)
(6)
x∈x

V (x) = −|Ωx |ακ(x)
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1
1
+ |Ωx | √
−
(7)
|ΩA | |ΩB |
4 1 − Bc
s
s
!
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1
P̂B (I)
1
P̂A (I)
+ dI P̂x (I)
−
|ΩA | P̂A (I) |ΩB | P̂B (I)
We now need to relate the curvature on the original
image κ(x) to
on the scale x = x/2m , via

 the curvature
∇φ
= 2m κ(x). Compared with [15], we
κ(m) (x) = ∇ k∇φk
observe that the first term becomes −|Ωx |ακ(m) (x)/2m when
expressed with the curvature κ(m) on scale m.
The evolution ∂t φ(x) = −δ(φ(x))V (x) is implemented
using a narrow-band approach and the diffusion term is
computed using additive operator splitting method [16] as
implemented in [17]. For this purpose φ(x) is regularized to
k∇φk = 1 at every step using a fast-marching algorithm [17].
The typical parameters used are (α, β, δt) = (1, 105 , 1) where
δt is the time step.
III.

P ERFORMANCE BENCHMARKS

Simulation
MG - voxels flipped
MG - time(s)
NH - voxels flipped
NH - time(s)
Ratio: time(voxels)

T
6000
32
31000
53
1.65 (5.1)

D1
14000
20
95000
150
7.5 (6.7)

D2
31000
79
82000
136
1.7 (2.6)

Fig. 4. Compared run-time of the multigrid (MG) level-set and the nonhierarchical (NH) level-set segmentation, in real time and number of voxels
switched. Simulations T of the tumor, D1 dermis with small initial contour,
D2 dermis with large initial contour.

We first check that the results of the multigrid level-set
scheme (MG) and the non-hierarchical level-set (NH), where
the segmentation is made on the finest scale only, are similar.
This is always the case provided the interface remains smooth
at the largest scale, which should not be chosen too large. For
example, for the tumor segmentation the difference between
the MG and NH segmentation is of less than 3% of voxels.
We then compare the time of execution of the segmentation
sequence comparing the MG and NH algorithms. We evaluate
the execution time on a Dell Precision T1700 with 3.4GHz
CPU. Notice that our code is a non-optimized Matlab version
and serves for the purpose of demonstration of feasibility only.
We also give the number of voxels displaced at the interface.
We find a systematic performance increase from a factor 1.5 up
to 10, with some examples shown in Fig. 4. The improvement
is more pronounced if the initial condition is very different
from the target segmentation. The larger the interface displacement, the more the multigrid scheme is worthy. The time to

Fig. 5. Top panel volumes: Segmentation of a tumor in synthetic images
on finest scale m = 1. Exact location of the tumor ΩT in green (light).
Segmentation result ΩA in red (dark). Lower panel: Slice of the synthetic
tumor images with the bright dermis area, a homogeneous skin tissue and
a hypoechogenic tumor. The result of the segmentation are shown with a
green line. One can see that the segmentation follows what one would draw
manually.

move a voxel at the interface is the same or faster at coarser
scales. Thus, moving a large volume is 64 times faster at scale
m = 3 than at scale m = 1. Although the speed improvements
shown above are not drastic, a rough segmentation can be
obtained running the segmentation on scale m = 3, 2 only
(see result in Fig. 2), which is systematically more than 10
times faster than the non-hierarchical simulation.
IV.

T ESTS ON SYNTHETIC 3D DATA

We make a quantitative test of our segmentation procedure
using a realistic synthetic image of a skin tumor. The realistic
image is obtained using standard methods [18]. The signal
S(x) is obtained via the convolution of a scatterers map M (x)
with a Point Spread Function (PSF) P (x), which we assume
to be constant in space and given by a 3D cardinal sine. The
exact location of the tumor ΩT is known, which allows to
compute the ratio of misclassified volume to tumor volume
R = |ΩA 4ΩT |/|ΩT |, where 4 is the set difference. For the
segmentation shown in Fig. 5, top panel, R = 5%. The result
of the segmentation of Fig. 5 is qualitatively conforming with
what one would draw by hand.
V.

T ESTS ON CLINICAL 3D DATA

The clinical data acquisition has been done at Level-1
Melanoma Skin Cancer Clinic with an Atys Medical Dermcup
25MHz probe. In Fig. 6 the segmentation of the dermis using
the Hellinger distance is shown. For comparison, we show
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